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Process Control
IS Power Control

From critical dimensions to critical watts:
How semiconductor manufacturing defines data-center economics.



Investor Educational Note

Why semiconductor process control is a must own asset class for every type of investor
Executive summary

Hyperscalers have become more capital- and power-intensive than traditional heavy industries, like oil majors. McKinsey projects
that Al-capable data centers will require roughly $5.2T in cumulative capex by 2030 [1]. Next to that, the IEA estimates that data
centers consumed ~415 TWh of electricity [2] in 2024 (about ~1.5% of global electricity), with Al-driven accelerated computing a
key driver of incremental growth. Al and High Performance Computing centers are entering an era where power availability (and
the ability to turn megawatts into useful compute) is the primary constraint.

In this environment, the decisive lever for “more compute per MW" increasingly sits upstream in semiconductor manufacturing.
Specifically in the process control that determines how much of silicon's theoretical capability can be converted into deployable,
reliable performance per watt. At these scales, manufacturing “yield” is no longer just “cost per good die.” Yield also determines
the population of chips that can operate at low voltage (efficient) while sustaining high frequency (performance)—the operating
sweet spot that ultimately sets the data-center-level (‘fleet’) performance per watt.
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Figure 1
Physics to profit: Atomic-scale control, macro-scale value.

Therefore, tighter manufacturing process control is a must to reduce variability in transistors and interconnects, which in
turn lowers the need for conservative voltage margins. This means chips can run more efficiently, with fewer slow or leaky
paths, improving both yield and energy use. Even tiny variations matter at today’s scale. For example, in a representative
2 nm nanosheet transistor, a 10 A (30) variation in the gate dimensional profile can increase the voltage needed for reliable
operation by 24 mV. That small increase raises energy per operation by ~12.6%. For a single 80 kW Al rack, this adds roughly 88
MWh/year—about $8.9k in electricity and 39 tCO, per Al rack annually. When scaled across 1 million racks (ultra-scale Al data
center), a small manufacturing variation of only a few atoms wide translates to $8.9B/year in energy costs and ~39 MtCO,, even
before considering facility overheads or grid limitations, which would increase the total impact even more.

Process control therefore stands out as the key enabler of energy-efficient computing. Taken together, the scale of hyperscaler
power demand and the extreme sensitivity of advanced nodes to nanoscale variability show that upstream manufacturing
precision directly determines downstream performance per watt. By tightening parametric distributions and reducing the need
for voltage guard bands, effective process control converts silicon’s theoretical efficiency into practical, deployable energy
efficiency at fleet scale.

Thesis

Process control is a control point for deployable Al: where millivolts determine megawatts.



1. What are HPC and Al data centers?

High-Performance Computing (HPC) and Al data centers are compute facilities purpose-built for always-on, high-utilization
workloads such as foundation-model training, large-scale inference, and enterprise Al deployment (fine-tuning, private Al
compliance-drive environments). These workloads are massively parallel and bandwidth-intensive, stressing the full stack
compute, memory bandwidth, interconnect, and power delivery.

2. What enables HPC and Al compute on silicon

. Massively parallel heterogeneous compute
CPUs orchestrate computation alongside GPUs and specialized accelerators, leveraging tensor and vector engines
optimized for Al workloads.

. Extreme memory bandwidth
High Bandwidth Memory (HBM) and large on-chip SRAM/cache mitigate data-movement bottlenecks and sustain
utilization.

. High-speed interconnects

On-chip fabrics, die-to-die links, scaling across dies and nodes increasingly determine real-world performance scaling.
. Advanced packaging

Chiplets and 2.5D/3D integration (like hybrid bonding) to connect compute, memory, and I/O efficiently.
. Reliability features

ECC'/RAS? for continuous load and low failure rates at scale.

3. Why semiconductor fabs are central to Al/HPC scaling

Leading-edge fabs represent the primary scaling chokepoint in HPC/AI. They convert advanced chip designs into leading-
node silicon with the performance-per-watt required for modern accelerators and CPUs, and they enable advanced packaging
that integrates compute dies to HBM and high-speed 1/O. Constraints in leading-edge wafer capacity, advanced packaging
capacity, and yield ramp timelines mean manufacturing increasingly determines how fast Al/HPC compute can scale.

4. Yield beyond cost per die

Yield is commonly described as the fraction of manufactured devices meeting specification. In Al/HPC, yield determines cost
per working chip, but it also determines real-world energy efficiency.

In Al/HPC, the winner is not the player that simply achieves high yield (many working chips). The winner is the one that
achieves high compute performance at energy-efficient yield: a large share of chips that can operate at low voltage V and high
frequency f simultaneously. This matters because frequency determines work per second and dynamic power scales roughly
with square of voltage. Variability in device characteristics and interconnect (like, transistor profiles, contacts/vias, BEOL RC)
directly impacts the minimum operating voltage margin V,_. and reduces the fraction of chips in the sweet-spot bin.

In a power-limited data-center world, wide V_  distributions force operators to apply conservative operating margins
(fleet-level guard bands), increasing power consumption and reducing usable compute per megawatt, thereby raising total
cost of ownership.

Key point

High yield does not just lower cost per die. It also determines deployable performance-per-watt that operators can
extract at system scale.
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5. Process control: how a fab shapes watts

In advanced chip nodes such as 2 nm class nanosheet logic, dimensional variation is no longer merely geometric noise.
Small deviations in gate, contact, or interconnect profiles alter electrostatics, resistance, and leakage, widening distributions
in signal timing and power consumption that ultimately constrain energy-efficient performance. Critical process-control
parameters include gate profile at nanosheet height (effective gate length Lg and geometry), sidewall angle, bowing, and
necking (CD variation along height), contact/via bottom profile at landing (RC tails and opens), and BEOL minimum spacing
and RC profile variation (delay tails and potential bridging).

Figure 2
Schematic view of a nanosheet FET at 2 nm node and beyond.

Modern fabs therefore rely on closed-loop process control (measure - compare - adjust = re-measure) across lithography,
etch, deposition, CMP, bonding, and cleaning steps, supported by profile-aware metrology, statistical process control, and
feed-forward techniques. The goal is to reduce distribution width and suppress tails, directly narrowing V_ and leakage
spreads at the chip level. As device architectures become increasingly three-dimensional, process control capable of
detecting and correcting minute profile variations throughout the stack becomes foundational: sub-nanometer deviations
can translate into measurable electrical variability. The impact of these variations can be quantified by examining how shifts
inV_.propagate into energy consumption, as illustrated in the following example calculation.

min



6. Case study: 10 A (30) gate-profile variation at the nanosheet plane

The following example quantifies how a small profile variation at the active electrical plane can translate into a large Al rack-
scale energy tax. This example is illustrative (not a specific foundry PDK), but the shape and leverage are representative of
advanced nodes.

Assumptions (illustrative)

At the nanosheet plane, the effective gate length (basically the “switching size" of the transistor) is about L . ~ 18 nm and
we assume an operating point of V,= 0.70 V. Near V__  gate delay (i.e. time it takes for a gate to respond to an input change
and produce a correct output) is strongly voltage-sensitive and follows roughly delay 'V with m = 1.6 This means that small
changes in voltage near V_can significantly slow down the transistor.

Under normal conditions, leakage power (energy lost even when the transistor isn't switching) accounts for about 25% of
total energy, and as a rough rule, leakage increases by ~12% for every 10 mV increaseinV__ .

For the system context, we assume an Al rack baseline power of 80 kW continuous, which sits within the typical Al accelerator
rack range of roughly 50-100 kW.

Step-by-step calculation

1. Variation in transistor size causes slow paths

Manufacturing is not perfectly uniform. If the gate length varies by 10 A (30) around the nominal 18 nm, this corresponds to
a 5.6% delay variation on the slowest paths. In other words, some transistors are slightly slower, creating a “slow tail” in the
delay distribution.

2. Converting delay variation to voltage guard band
To ensure even the slowest transistors meet timing, we must slightly increase the supply voltage. Using the near- V
sensitivity relationship, the required voltage adjustment is:

min

AV = V X (At/t)/m = 0.70 X (5,6%) / 1.6 = 24 mV

This means the system must operate at about 24 mV higher than the nominal 0.70 V to keep the slowest transistors working
correctly.

3. Impact on energy consumption
Dynamic energy (energy used when transistors switch) increases roughly with V2, and leakage also rises with voltage.
The combined effect results in an estimated ~12.6% increase in energy per operation.

4. Scaling to the Al rack level
Foran 80 kW continuous-power Al rack®, a 12.6% increase corresponds to ~10.1kW extra per rack. Over a full year of continuous
operation (24/7), this adds up to roughly 88 MWh of additional energy per rack.

To keep the slowest transistor paths (tails) meeting timing, the system needs to run a +24 mV increase in V_ . Because
energy rises with voltage, due to both dynamic switching energy (e V2) and leakage energy, this seemingly small voltage
guard band translates into about a +12.6% increase in energy per operation. At the rack level, the extra energy translates to
roughly 10 kW of additional power, or 88 MWh per year, for a 24/7 running Al accelerator rack.

 Current Al accelerator racks consume 40-120 kW, next-gen Al racks will consume 150-300+ kW
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Figure 3

Impact of a minute manufacturing process variation on ultra-scale Al data center operations:

10A transistor size variation = +24 mV transistor operating voltage - +10 GW Al fleet continous power load leading to
39.4 Mt extra CO, emissions and 8.9 B$ extra energy cost.

Key point
Even tiny variations in transistor size require a small voltage increase to keep all paths working correctly.

While 24 mV seems minor, it significantly increases energy consumption at scale, especially for large, always-on Al
systems. This illustrates why precise transistor control and voltage optimization are critical for both performance and
energy efficiency.




7. Macro impact: energy, emissions, and dollars

Once Al is deployed at scale, small per-rack deltas compound into grid-scale outcomes. The ~10 kW of continuous extra load
per rack translates to ~88 MWh/year.

Table 1
Al data center scaling examples.

Al data #AI Extra ener ExtraCostat  ExtraCO, at
Operational accelerator & $0.10/kWh 445 g/kWh
center type
racks (BS/yr) (Mt/yr)

Hyper-scale Currently 10,000 0.1 0.8 0.09 0.4

Mega-scale 2026-2027 100,000 1.0 8.9 0.9 3.9

Ultra-scale 2027-2030 1,000,000 10.1 88.0 8.9 394
Interpretation

If the global fleet reaches 1,000,000 Al accelerator racks, a seemingly small device-level variation (here, a 10 A (30) spread
in transistor gate size forcing extra V. guard band), can translate into a significant system-level energy cost. In the example
of an ultra-scale Al data center, that small variation adds roughly 88 TWh of extra electricity per year, which is equivalent
to about 10 GW of continuous additional load. At an electricity price of $0.10/kWh, this represents approximately $8.9B per
year in direct IT electricity spend. And thatis only the IT power component. When factoring in facility overhead (cooling, power
conversion, distribution losses) and potential grid-congestion/availability costs (higher marginal power prices, transmission
limits, curtailment risk, or the need for local generation/storage), the total economic impact can be substantially higher.
Furthermore, CO, emissions reach ~39 Mt/year, highlighting both ESG risks and regulatory exposure.

Key point
What begins as a nanometer-scale “tail” in transistor geometry becomes a multi-gigawatt, multi-billion-dollar energy

and ESG penalty at scale. Optimizing chip-level energy efficiency is therefore a direct lever for cost reduction, risk
mitigation, and ESG performance—with marginal improvements scaling into billions of dollars saved and millions of
tons of CO, avoided.




8. Investment conclusion: process control as an asset class

As Al infrastructure scales, hyperscalers increasingly resemble capital projects and power utilities as much as software
companies. Limits are no longer peak chip performance, they are capex, grid access, and sustained power density, and the
key fleet KPI is performance-per-watt at scale.

In this context, the control point that consistently converts raw silicon potential into reliable, deployable compute is process
control: the combination of metrology, inspection, advanced analytics, and closed-loop manufacturing. Process control
keeps leading-node logic and advanced packaging inside tight, predictable distributions.

Tighter control directly improves yield and reduces tail risk in the most sensitive parts of the stack: nanosheet/CFET logic,
SRAM, chiplet interconnects, and hybrid bonding - because the fleet is ultimately constrained by the worst-case outliers,
not the average die. Narrower distributions push the slowest or leakiest devices closer to the mean, enabling smaller voltage
margins for a given frequency and reliability target. The result is direct energy efficiency gains and a lower total cost of
ownership (TCO): less electricity, reduced cooling burden, and fewer reliability events.

The punchline: millivolts matter at fleet scale. Reclaiming a few millivolts per device translates into megawatts of continuous
power savings and, at hyperscale electricity prices, billions of dollars in annual operating costs — even before accounting for
facility overhead, grid constraints, or premium cost “always-on" power.
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Figure 4

Energy efficiency yield: from transistor CDU to Al data center TCO.

In short, disciplined manufacturing control turns nanometer-level process variation into macroeconomic outcomes, making
process control not just an engineering function, but a strategic, investable asset class in the Al era.

Investor insight

Transistor CDU to Al data center TCO is a direct line.

Process control is power control, and a must-own lever in the Al era.
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